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Plan for the four RL lectures

1. The basic idea of RL

2. Dynamic programming revisited

• Value function iteration

• Howard policy iteration

3. Monte Carlo methods

4. Stochastic approximation

5. Temporal difference learning, Sarsa, Q-learning

6. Policy gradient and actor-critic methods
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Outline of Shiyu Zhao’s book

Chapter 2:
Bellman Equation

Chapter 3:
Bellman Optimality 

Equation

Chapter 4:
Value Iteration & 
Policy Iteration

Chapter 5: 
Monte Carlo 

Methods

Chapter 7:
Temporal-Difference 

Methods

Chapter 8:
Value Function 

Methods

Chapter 9:
Policy Gradient 

Methods

Chapter 10:
Actor-Critic 

Methods

Chapter 6:
Stochastic 

Approximation

with model
to

without model

tabular representation
to

function representation

Fundamental tools

Algorithms/Methods

Chapter 1:
Basic Concepts

policy-based
plus

value-based

Note: my slides are mostly a shortened/adapted version of Zhao’s great slides
https://github.com/MathFoundationRL/Book-Mathematical-Foundation-of-Reinforcement-Learning 2

https://github.com/MathFoundationRL/Book-Mathematical-Foundation-of-Reinforcement-Learning


Recall: Bellman equation with finite states

Stochastic optimal control problem or “Markov decision process” (MDP)

v(s0) = max
{at}∞t=0

E0

[ ∞∑
t=0

βtr(st , at)

]
s.t. st+1 ∼ p(·|st , at), s0 given

• s ∈ S = {s1, ..., sn} = state
• a ∈ A = action (control)

• β ∈ (0, 1) = discount factor
• r(s, a) = reward function
• p(·|s, a) = transition probabilities of s

Goal: find optimal policy a = π(s)

Same as section 5.1.1 in Sargent-Stachurski but they use x in place of s
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Recall: value and policy iteration side by side

• Value iteration: given initial value v0

vk+1 = max
π
(rπ + βPπvk)

• Howard policy iteration: given an initial policy π0{
Policy evaluation: vπk = rπk + βPπkvπk
Policy improvement: πk+1 = argmaxπ(rπ + βPπvπk )
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Preview: all RL algorithms
• All RL algorithms start from Howard policy iteration for Bellman equation

• Recall two steps of Howard policy iteration

1. Policy evaluation: vπk = rπk + βPπkvπk

2. Policy improvement: πk+1 = argmax
π
(rπ + βPπvπk )

• Key idea of RL: replace step 1 = “policy evaluation” by some sort of Monte
Carlo method for estimating value function vπk
• can do this without knowledge of Pπ (“model free”)

• All RL algorithms do some version of this, have two-step structure
• Sutton-Barto: “Almost all RL methods are well described as
generalized policy iteration”

• Rest: implementation details to ensure this actually works in practice
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Preview: all RL algorithms
• All RL algorithms start from Howard policy iteration for Bellman equation

• Recall two steps of Howard policy iteration

1. Policy evaluation: qa,πk = ra + βPavπk

2. Policy improvement: πk+1 = argmax
π
qπ,πk

• Simplest version of RL: replace step 1 = “policy evaluation” by some sort of
Monte Carlo method for estimating Q function qa,πk – see this lecture
• can do this without knowledge of Pπ (“model free”)

• All RL algorithms do some version of this, have two-step structure
• Sutton-Barto: “Almost all RL methods are well described as
generalized policy iteration”

• Rest: implementation details to ensure this actually works in practice
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From now on: switch to RL notation

In following, will closely follow Zhao textbook / slides

⇒ also adopt notation and setup of RL literature

• γ in place of β for discount factor
• stochastic policies at ∼ π(·|st)

Results in some minor changes: for example, Bellman equation is

v(s) = max
π

∑
a∈A
π(a|s)

(
r(s, a) + γ

∑
s ′∈S
p(s ′|s, a)v(s ′)

)
or

v(s) = max
π

(
rπ(s) + γ

∑
s ′∈S
pπ(s

′|s)v(s ′)

)
where rπ(s) :=

∑
a∈A π(a|s)r(s, a) and pπ(s ′|s) :=

∑
a∈A π(a|s)p(s ′|s, a)
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Monte Carlo Methods



Motivating example: computing an expected value

Random variable x

How compute expected value E[x ]? Two approaches:

1. Exact: know probability distribution p(x)⇒ calculate

E[x ] =
∑
x∈X
x p(x)

2. Monte Carlo: don’t know p but can sample {x1, x2, . . . , xN}

E[x ] ≈ x̄ =
1

N

N∑
i=1

xi

Law of large numbers: x̄ → E[x ] as N →∞
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The simplest MC-based RL algorithm: MC Basic

Key idea is to convert policy iteration algorithm to be model-free

It is simple to understand if you

• understand the policy iteration algorithm well, and

• understand the idea of Monte Carlo mean estimation
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Convert policy iteration to be model-free

Policy iteration has two steps in each iteration:{
Policy evaluation: vπk = rπk + γPπkvπk
Policy improvement: πk+1 = argmaxπ(rπ + γPπvπk )

The elementwise form of the policy improvement step is:

πk+1(s) = argmax
π

∑
a

π(a|s)

[
r(s, a) + γ

∑
s ′

p(s ′|s, a) vπk (s ′)

]
= argmax

π

∑
a

π(a|s) qπk (s, a), s ∈ S

The key is to calculate qπk (s, a)!
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Convert policy iteration to be model-free

Two expressions of action value:

• Expression 1 requires the model:

qπk (s, a) = r(s, a) + γ
∑
s ′

p(s ′|s, a) vπk (s ′)

• Expression 2 does not require the model:

qπk (s, a) = Eπk

[ ∞∑
t=0

γtr(st , at)

∣∣∣∣s0 = s, a0 = a
]

Idea to achieve model-free RL: We can use expression 2 to obtain qπk (s, a) based
on data (samples or experiences)!
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Convert policy iteration to be model-free

How to obtain qπk (s, a) based on data?

• Starting from (s, a), following policy πk , generate an episode t = 0, ..., T

• Do this N times, i.e. collect a set of episodes i = 1, ..., N. Then

qπk (s, a) = Eπk

[ ∞∑
t=0

γtr(st , at)

∣∣∣∣s0 = s, a0 = a
]

≈
1

N

N∑
i=1

T∑
t=0

γtr(s it , a
i
t)

• two approximation errors: finite number of episodes N and truncation at
finite T , both vanish as N, T →∞

Fundamental idea: When model is unavailable, we can use data.
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The MC Basic algorithm

Given an initial policy π0, there are two steps in the k th iteration.

• Step 1: policy evaluation. This step aims to estimate qπk (s, a) for all (s, a).
Specifically, for each (s, a), run sufficiently many episodes. The average of
their returns, denoted as qk(s, a), is used to approximate qπk (s, a).
• The first step of policy iteration algorithm calculates qπk (s, a) by firstly
solving values vπk from Bellman equation. This requires the model.

• The first step of the MC Basic algorithm is to directly estimate qk(s, a) from
experience samples. This does not require the model.

• Step 2: policy improvement. This step aims to solve
πk+1(s) = argmaxπ

∑
a π(a|s)qk(s, a) for all s ∈ S. The greedy optimal policy is

πk+1(a
∗
k |s) = 1 where a∗k = argmaxa qk(s, a).

• This step is exactly same as second step of policy iteration algorithm
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The MC Basic algorithm

Description of the algorithm:

Pseudocode: MC Basic algorithm (a model-free variant of policy iteration)

Initialization: Initial guess π0.
Aim: Search for an optimal policy.

for the kth iteration (k = 0, 1, 2, . . .), do
for every state s ∈ S do

for every action a ∈ A(s) do
Collect sufficiently many episodes starting from (s, a) following πk
Policy evaluation:
qπk (s, a) ≈ qk(s, a) = average return of all the episodes starting from (s, a)

Policy improvement:
a∗k(s) = argmaxa qk(s, a)

πk+1(a|s) = 1 if a = a∗k , and πk+1(a|s) = 0 otherwise
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MC Basic algorithm

• MC Basic is variant of policy iteration algorithm
• MC Basic is useful to reveal the core idea of MC-based model-free RL, but not
practical due to low efficiency

• note hidden assumption: can start episodes from any pair (s, a) (“exploring
starts”)
• this is how MC Basic handles exploration (= making sure all actions keep
being tried); relaxing this assumption⇒ “ϵ-greedy” policies, see Zhao
Sections 5.3-5.4

• Why does MC Basic estimate action values instead of state values?
• because state values cannot be used to improve policies directly
• when models are not available, directly estimate action values

• Since policy iteration is convergent, MC Basic is also guaranteed to converge
given sufficient episodes
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Stochastic Approximation



Two reasons for covering stochastic approximation

1. Important preliminary for Temporal Difference (TD) learning

• bridge for going from Monte Carlo RL to TD learning

• see discussion in Zhao’s book (“knowledge gap”)

2. Many applications in economics

• should arguably be part of economists’ basic training
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Stochastic Approximation Algorithms in Economics

• Least-squares learning

• Adaptive expectations

• ...

From Sargent (2025) “Macroeconomics after Lucas”
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Outline of Zhao’s chapter (highly recommended!)

1. Motivating examples

2. Robbins-Monro algorithm
• Algorithm description
• Illustrative examples
• Convergence analysis
• Application to mean estimation

3. Stochastic gradient descent
• Algorithm description
• Examples and application
• Convergence analysis
• Convergence pattern
• BGD, MBGD, and SGD

4. Summary
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Topics covered here

1. Motivating examples

2. Robbins-Monro algorithm
• Algorithm description
• Illustrative examples
• Convergence analysis
• Application to mean estimation

3. Stochastic gradient descent
• Algorithm description
• Examples and application
• Convergence analysis
• Convergence pattern
• BGD, MBGD, and SGD

4. Summary
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Motivating example: mean estimation, again

Revisit the mean estimation problem:
• Consider a random variable X.
• Suppose that we collected a sequence of iid samples {xi}Ni=1.
• Our aim is to estimate E[X].
• The expectation of X can be approximated by

E[X] ≈ x̄ :=
1

N

N∑
i=1

xi .

• This approximation is the basic idea of Monte Carlo estimation.
• We know that x̄ → E[X] as N →∞.

Why do we care about mean estimation so much?
• Many quantities in RL such as action values and gradients are defined as
expectations!
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Motivating example: mean estimation

New question: how to calculate the mean x̄?

E[X] ≈ x̄ :=
1

N

N∑
i=1

xi

We have two ways:

• The first way, which is trivial, is to collect all the samples then calculate the
average
• The drawback of such way is that, if the samples are collected one by one
over a period of time, we have to wait until all the samples to be collected

• The second way can avoid this drawback because it calculates the average in
an incremental and iterative manner
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Motivating example: mean estimation

In particular, suppose

wk+1 =
1

k

k∑
i=1

xi k = 1, 2, . . .

and hence

wk =
1

k − 1

k−1∑
i=1

xi , k = 2, 3, . . .

Then, wk+1 can be expressed in terms of wk as

wk+1 =
1

k

k∑
i=1

xi =
1

k

(
k−1∑
i=1

xi + xk

)

=
1

k

(
(k − 1)wk + xk

)
= wk −

1

k
(wk − xk)

Therefore, we obtain the following iterative algorithm:

wk+1 = wk −
1

k
(wk − xk)
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Motivating example: mean estimation

Verification: we can use
wk+1 = wk −

1

k
(wk − xk)

to calculate the mean x̄ incrementally:

w1 = x1,

w2 = w1 − 11(w1 − x1) = x1,
w3 = w2 − 12(w2 − x2) = x1 −

1
2(x1 − x2) =

1
2(x1 + x2),

w4 = w3 − 13(w3 − x3) =
1
3(x1 + x2 + x3),

...

wk+1 =
1

k

k∑
i=1

xi
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Motivating example: mean estimation

Remarks about this algorithm:

wk+1 = wk −
1

k
(wk − xk)

• An advantage of this algorithm is that it is incremental. A mean estimate can be
obtained immediately once a sample is received. Then, the mean estimate can
be used for other purposes immediately.

• The mean estimate is not accurate in the beginning due to insufficient samples
(that is wk ̸= E[X]). However, it is better than nothing. As more samples are
obtained, the estimate can be improved gradually (that is wk → E[X] as
k →∞).
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Motivating example: mean estimation

Furthermore, consider an algorithm with a more general expression:

wk+1 = wk − αk(wk − xk),

where 1/k is replaced by αk > 0.

• Does this algorithm still converge to the mean E[X]? We will show that the
answer is yes if {αk} satisfy some mild conditions.

• We will also show that this algorithm is a special SA algorithm and also a
special stochastic gradient descent algorithm.

• In the next lecture, we will see that the temporal-difference algorithms have
similar (but more complex) expressions.

24



Robbins-Monro algorithm

Stochastic approximation (SA):

• SA refers to a broad class of stochastic iterative algorithms solving root finding
or optimization problems

• Compared to many other root-finding algorithms such as gradient-based
methods, SA is powerful in the sense that it does not require to know
expression of objective function nor its derivative

Robbins-Monro (RM) algorithm:

• a pioneering work in the field of stochastic approximation

• famous stochastic gradient descent algorithm is special case of RM algorithm

• can be used to analyze mean estimation algorithms introduced in beginning
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Important preliminary: gradient of a function

For any scalar function J(w) with w = (w1, ..., wm) ∈ Rm, the gradient vector is

∇wJ(w) =



∂
∂w1
J(w)

∂
∂w2
J(w)

...
∂
∂wm
J(w)



26



Robbins-Monro algorithm – problem statement

Problem statement: Suppose we would like to find the root of the equation

g(w) = 0,

where w ∈ R is the variable to be solved and g : R→ R is a function.

• Many problems can be eventually converted to this root finding problem. For
example, suppose J(w) is an objective function to be minimized. Then, the
optimization problem can be converted to

g(w) = ∇wJ(w) = 0

• Note that an equation like g(w) = c with c as a constant can also be converted
to the above equation by rewriting g(w)− c as a new function.
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Robbins-Monro algorithm – Problem statement

How to calculate the root of g(w) = 0?

• Model-based: If the expression of g is known, there are many numerical
algorithms that can solve this problem.

• Model-free: What if the expression of the function g is unknown but we get
noisy observations of g(w)?
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Robbins-Monro algorithm – The algorithm

The Robbins-Monro (RM) algorithm that can solve this problem is as follows:

wk+1 = wk − ak g̃(wk , ηk), k = 1, 2, 3, . . .

where

• wk is the k th estimate of the root

• g̃(wk , ηk) = g(wk) + ηk is the k th noisy observation
• Why noise here? For example, consider a random sampling x of X
• We also make an assumption about the slope of the unknown function g,
here that g is increasing – hence the minus

• ak is a positive coefficient

29



Robbins-Monro algorithm – Convergence properties

Above analysis is intuitive, but not rigorous

Rigorous convergence result:

Theorem (Robbins-Monro Theorem)
In the Robbins-Monro algorithm, if

1. 0 < c1 ≤ ∇wg(w) ≤ c2 for all w ;

2.
∑∞
k=1 ak =∞ and

∑∞
k=1 a

2
k <∞;

3. E[ηk |Hk ] = 0 and E[η2k |Hk ] <∞;
where Hk = {wk , wk−1, . . .}, then wk converges with probability 1 (w.p.1) to the root
w ∗ satisfying g(w ∗) = 0
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Robbins-Monro algorithm – Apply to mean estimation

Recall that
wk+1 = wk + αk(xk − wk)

is the mean estimation algorithm introduced at the beginning of this lecture

• If αk = 1/k , then wk+1 = 1
k

∑k
i=1 xi

• If αk is not 1/k , the convergence was not analyzed

Next, we show that this algorithm is a special case of the RM algorithm. Then, its
convergence naturally follows.
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Robbins-Monro algorithm – Apply to mean estimation

1) Consider a function:
g(w)

.
= w − E[X].

Our aim is to solve g(w) = 0. If we can do that, then we can obtain E[X].
• Mean estimation (i.e., finding E[X]) is formulated as a root-finding problem (i.e., solving
g(w) = 0).

• Question: Do we know the expression of g(w) here?
2) The observation we can get is

g̃(w, x)
.
= w − x,

because we can only obtain samples of X. Note that

g̃(w, x) = w − x = w − x + E[X]− E[X]
= (w − E[X]) + (E[X]− x) .= g(w) + η

3) The RM algorithm for solving g(w) = 0 is
wk+1 = wk − αk g̃(wk , ηk) = wk − αk(wk − xk),

which is exactly the mean estimation algorithm.
The convergence naturally follows.
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Summary

• Mean estimation: compute E[X] using {xk}

wk+1 = wk −
1

k
(wk − xk)

• RM algorithm: solve g(w) = 0 using {g̃(wk , ηk)}

wk+1 = wk − ak g̃(wk , ηk)

• SGD algorithm: minimize J(w) = E[f (w,X)] using {∇w f (wk , xk)}

wk+1 = wk − αk∇w f (wk , xk)

These results are useful:

• Will see in next chapter that TD learning algorithms can be viewed as
stochastic approximation algorithms and hence have similar expressions

• Important optimization techniques that can be applied to many other fields
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